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In this paper we compare the performance of all
the currently available suites to evaluate and certify
QBFs. Our aim is to assess the current state of the
art, and also to understand to which extent QBF en-
codings can be evaluated producing certificates that
can be checked in a reliable and efficient way. We con-
clude that, while the evaluation of some QBFs is still
an open challenge, producing and checking certificates
for many medium-to-large scale QBFs is feasible with
the current technology.
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1. Introduction

Quantified Boolean Formulas (QBFs) are known
to yield compact Boolean encodings for prob-
lems of interest in Artificial Intelligence, including
applications in Formal Verification [6,28,29,18],
Planning [34,14,1] and Reasoning about Knowl-
edge [10]. As an example, consider Bounded Model
Checking (BMC) [6]. In BMC, a symbolic model
checking problem [7] is reduced to deciding the
satisfiability of plain Boolean encodings by means
of a Boolean satisfiability (SAT) solver. QBFs
have been mentioned since [6] because symbolic
computation of the state space diameter relies on
the evaluation of a parametrized QBF [6,38], and
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BMC is complete only if the bound reaches the
diameter of the state space. Furthermore, using a
standard dichotomy argument [29], the SAT en-
coding of, e.g., safety properties, can be substi-
tuted by a QBF encoding which can be exponen-
tially more compact. More in general, QBFs can
be the language of choice in automated reasoning
tasks wherein the original problem can be formu-
lated as a two-person game [32] and finding a so-
lution is equivalent to deciding whether one of the
two players has a winning strategy [36,14,1].

In all applications, exploiting the potential of
QBFs requires efficient tools to decide encod-
ings of the problem at hand. Under this point
of view, while there is still room for improve-
ment in automated reasoning tools for QBF (see,
e.g., [22,29,38,28]), recent and encouraging results
in planning [1], diameter computation [19] and
fault localization [36] suggest that QBF solvers are
becoming more and more adequate for real-world
applications. However, for some of these applica-
tions, efficient evaluation is just one aspect of the
problem. For instance, in BMC the result of the
QBF solver should be the basis to provide devel-
opers with counter-examples. In such cases, bare
yes/no answers can be worthless, while certificates,
i.e., proofs demonstrating if a winning strategy ex-
ists or not, can help in extracting error traces.
Certificates, whenever available, give reasons as to
why, e.g., a design is correct or faulty, a plan exists
or not in a given domain, and, more specifically,
they help to establish trust in the correctness of
any result. Under this point of view, QBF certifi-
cates are potentially as useful as SAT certificates.

For instance, in [36] a QBF-based approach to
fault localization and correction of sequential cir-
cuits is presented. Given a violated specification,
we can check whether the circuit can be repaired
by evaluating a sequence of QBFs: If a repair ex-
ists, then it can be extracted from a certificate. For
this specific problem, the QBF-based approach,
whenever feasible, seems more effective than the
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equivalent SAT-based approach [36]. QBF certifi-
cates also played a key role in recent QBF solvers
competitions (QBFEVAL) [30]. In particular, in
QBFEVAL’07 and QBFEVAL’08 the tools herein
considered have been extensively used to assess
discrepancies, i.e., solvers disagreeing on the same
input QBF. In previous events, while the competi-
tors were often found disagreeing with each other,
correct results had to be “guessed” by means of a
majority vote of the contestants, which was clearly
an unsatisfactory approach.

However useful QBF certificates can be, we must
also realize that obtaining truth/falsity certificates
in QBF is at least as hard as obtaining unsat-
isfiability proofs in SAT [12]. Since QBF evalua-
tion is PSPACE-complete, the worst-case size of
the certificate is exponential both for truth and
falsity certificates (see, e.g., [32]). In other words,
evaluating QBF encodings is (still) challenging,
and producing certificates for QBFs can be even
more challenging. This is the main motivation be-
hind our study, where we consider all the currently
available suites to evaluate and certify QBFs, and
we experiment with them on a large and repre-
sentative test set. Our main goal is to understand
whether interesting QBF encodings can be evalu-
ated producing certificates and, if so, whether the
certificates can be checked in a reliable and effi-
cient way.

In particular, we consider four suites that have
been described in previous contributions, i.e.,
sKizzo/ozziKs [4], yQuaffle/qbd [39], ebd-
dres/tracecheck [23] and squolem/qbv [23].
We also consider ChEQ, a proof-of-concept suite
that we developed on top of QuBE [16] following
the ideas of [17]. We compare the above systems
using more than one thousand different QBFs,
including the whole QBFEVAL’06 test set, the
set of formulas whereupon QBFEVAL’07 competi-
tors showed discrepancies, as well as the QBF en-
codings of Formal Verification problems described
in [22,21].

We evaluate the suites considering their abil-
ity to produce reliable answers, rather than sheer
CPU time figures based on unchecked yes/no an-
swers. We believe that, even though every suite
features its own checker, reliability is guaranteed
by the extent of the comparison, and the fact that
each checker is always much simpler than the com-
panion solver. The availability of a standard for
producing certificates together with a “universal”

checker decoupled from any solver could improve
on this aspect, but at the current state of the art
this is still an open research issue [23].

Our comparison shows that, while the evalua-
tion of some QBF encodings is still an open chal-
lenge, producing and checking certificates for many
medium-to-large scale QBFs is a feasible task in
practice. Indeed, we are able to certify 150 out
of 152 discrepancies among the results of QBFE-
VAL’07 contestants, which is an unprecedented re-
sult considering the previous four contests [30]. As
a byproduct of our analysis, we also show that
ChEQ seems to promise a good trade-off between
efficiency and the ability to symmetrically certify
truth and falsity of QBFs. To the best of our
knowledge, no such comparison exists in the litera-
ture. In particular, for the test suites that we con-
sider the available information is often restricted
to their performance on a few test cases, and it is
not carried out on a comparative basis [4,39,23].

The paper is structured as follows. In Section 2
we review the syntax and semantics of QBFs, the
state-of-the-art techniques to solve QBFs, and we
briefly describe the state-of-the-art suites to eval-
uate and certify QBF that we used in our experi-
ments. In Section 3 we present empirical results ob-
tained considering the QBFEVAL’06 and QBFE-
VAL’07 test sets, while in Section 4 we focus on
the encodings described in [22,21]. We conclude
the paper in Section 5 with some final remarks. We
also added two appendices that contain, respec-
tively, details about the certificate input format
for ChEQ (Appendix A) and some simple working
examples for the considered suites (Appendix B).

2. QBFs and QBF reasoning tools

2.1. Syntax and semantics of QBF

Consider a set P of propositional letters. A vari-
able is an element of P. A literal is a variable or
the negation of a variable. In the following, for any
literal l, |l| is the variable occurring in l and l is
¬l if l is a variable and is |l| otherwise. A literal is
positive if |l| = l and negative otherwise. A clause
(term) C is an n-ary (n ≥ 0) disjunction (conjunc-
tion) of literals such that, for any two distinct dis-
juncts (conjuncts) l, l′ in C, it is not the case that
|l| = |l′|. A propositional formula is a k-ary (k ≥ 0)
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conjunction of clauses. A quantified Boolean for-
mula is an expression of the form

Q1Z1...QkZkΦ k ≥ 0 (1)

where, for each 1 ≤ i ≤ k, Qi is a quanti-
fier, either existential Qi = ∃ or universal Qi =
∀, such that Qi 6= Qi+1 and the set of vari-
ables Zi = {zi,1, . . . , zi,mi

} is a quantified set.
The expression QiZi stands for Qizi,1 . . . Qizi,mi

and Φ is a propositional formula in the vari-
ables {z1,1, . . . , z1,m1 , . . . , zk,1, . . . , zk,mk

}. The ex-
pression Q1Z1 . . . QkZk is the prefix and Φ is the
matrix of (1). A literal l is existential if |l| ∈ Zi

for some 1 ≤ i ≤ k and ∃Zi belongs to the prefix
of (1), and it is universal otherwise. In the prefix,
k − 1 is the number of alternations and k − i + 1
is the level of all the variables contained in the set
Zi (1 ≤ i ≤ k); the level of a variable z is denoted
by lvl(z) and the level of a literal l is the same as
|l|. We say that a variable z comes after a vari-
able z′ if lvl(z) ≤ lvl(z′). Similarly to variables, if
Qi = ∃ then the quantified set Zi is existential and
universal otherwise. For example, the expression:

∀y1∃x1∀y2∃x2x3{{y1, y2, x2},
{y1,¬y2,¬x2,¬x3},
{y1,¬x2, x3},
{¬y1, x1, x3},
{¬y1, y2, x2},
{¬y1, y2,¬x2},
{¬y1,¬x1,¬y2,¬x3},
{¬x2,¬x3}}

(2)

is a QBF with 8 clauses, where the variables y1,
y2 are universal, and x1, x2, x3 are existential;
(2) contains four quantified sets, three alternations
and the levels of y1, x1, y2 and x2, x3 are 4, 3, 2
and 1, respectively. Notice that if Qk = ∀, then
(1) becomes Q1Z1 . . . ∃k−1Zk−1Φ′, where Φ′ is ob-
tained from Φ by deleting all the occurrences of
the variables in Zk. Also, if there is at least one
clause in Φ such that all of its literals are universal,
then (1) is trivially false. In the following, without
loss of generality, we assume that Qk = ∃ and that
all the clauses have one existential literal at least.

The semantics of a QBF ϕ can be defined re-
cursively as follows. If ϕ contains a contradictory
clause then ϕ is false. If the matrix of ϕ is the
empty set of clauses then ϕ is true. If ϕ = Qxψ is
a QBF and l is either l = x or l = ¬x, we define
ϕl as the QBF obtained from ψ by deleting the
clauses in which l occurs and removing l from the

others. If ϕ is ∃xψ (respectively ∀xψ), ϕ is true if
and only if ϕx or (respectively and) ϕ¬x are true.
It is easy to see that if ϕ is a QBF without uni-
versal quantifiers, the problem of deciding ϕ satis-
fiability reduces to SAT. Given a term µ such that
µ propositionally entails the matrix of ϕ, we say
that µ is model for ϕ.

In the literature, QBFs are often used to repre-
sent automated reasoning tasks wherein the orig-
inal problem can be formulated as a two-person
game [32] and finding a solution is equivalent to
deciding whether one of the two players has a win-
ning strategy [36,14,1]. Let D denote a Boolean
domain. Following [9], a strategy for a QBF ϕ is a
set of mappings

{σzi,j}, zi,j ∈
⋃k

i=1 Zi s. t. Qi = ∃

where each variable zi,j has associated with it a
mapping

σzi,j
: [[zt,j ∈

⋃i−1
t=1 Zt s. t. Qt = ∀]→ D]→ D.

A strategy is a winning strategy if for all adversary
functions α : [zi,j ∈

⋃k
i=1 Zi s. t. Qi = ∀] → D,

the function o : [zi,j ∈
⋃k

i=1 Zi]→ D such that

- o(zi,j) = α(zi,j), for all zi,j ∈
⋃k

i=1 Zi s. t.
Qi = ∀, and

- o(zi,j) = σzi,j
(α|

⋃i−1
t=1 Zt s. t. Qt = ∀), for

zi,j ∈
⋃k

i=1 Zi s. t. Qi = ∃.

satisfies the matrix Φ. A formula ϕ is true if there
is a winning strategy for ϕ. A certificate for ϕ is
a proof that demonstrates if there exists or not a
winning strategy for ϕ.

2.2. State of the art techniques to solve QBFs

In the following, we briefly introduce the main
techniques used in state-of-the-art QBF solvers.

Clause resolution [25] for a QBF ϕ is an opera-
tion whereby given two clauses Q ∨ x and R ∨ ¬x
of ϕ, the clause min(Q∨R) can be derived, where

1. Q and R are disjunctions of literals,
2. x is an existential variable
3. Q and R do not share any literal l such that
l occurs in Q and l occurs in R, and

4. min(C) is obtained from C by removing the
universal literals coming after all the existen-
tial literals in C.
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Term resolution [17] for a QBF ϕ is an operation
whereby given two terms Q ∧ y and R ∧ ¬y of ϕ,
the term min(Q ∧R) can be derived, where

1. Q and R are conjunction of literals,
2. x is a universal variable
3. Q and R do not share any literal l such that
l occurs in Q and l occurs in R, and

4. min(C) is obtained from C by removing the
existential literals coming after all the uni-
versal literals in C.

Variable elimination is a control strategy for
clause resolution defined as follows. Given a QBF
ϕ on the set of variables Z = {z1, . . . , zn}, we
consider an associated elimination ordering Z ′ =
{z′1, . . . , z′n} such that it is never the case that
lvl(z′i) < lvl(z′i+1) for each 1 ≤ i < n. In words,
we order the variables starting from the innermost
quantified set to the outermost, wherein ordering
among variables in the same set does not matter.
Starting from z = z′1 we eliminate the variables
as follows. If z is existential, and assuming that
ϕ contains k > 0 clauses in the form Q ∨ z and
h > 0 clauses in the form R ∨ ¬z, then we add
O(kh) clauses to ϕ obtained by performing all the
resolutions on z. In the case where either k = 0 or
h = 0, no operation is performed. If z is univer-
sal, we simply skip to the next variable. If all the
variables in ϕ can be eliminated without reaching
a contradiction, then ϕ is true, else it is false.

AND-OR search [8] for a QBF ϕ is a depth-
first exploration of an AND-OR tree defined as fol-
lows. Initially, the current QBF is ϕ. If the cur-
rent QBF is of the form ∃xψ then we create an
OR-node, whose children are obtained by check-
ing recursively whether ϕx is true or ϕ¬x is true.
If the current QBF is of the form ∀yψ then we
create an AND-node, whose children are obtained
by checking recursively whether both ϕy and ϕ¬y

are true. We call ϕl a branch (also, an assign-
ment), and since we explore the tree in a depth-
first fashion, a node wherein only the first branch
was taken is said to be open, and closed otherwise.
The leaves are of two kinds: If the current QBF
contains a contradiction we have a conflict, while
if the current QBF contains no conjuncts we have
a solution. Backtracking from a conflict amounts
to reaching back to the deepest open OR-node: If
there is no such node, then ϕ is false; backtracking
from a solution amounts to reaching back to the
deepest open AND-node: If there is no such node,
then ϕ is true.

Unit propagation [8] is an optimization that can
be added on top of basic variable elimination and
search. A clause C is unit in a QBF ϕ exactly when

1. C contains only one existential literal l (unit
literal) and,

2. all the universal literals in C come after l in
the prefix of ϕ.

If ϕ contains a unit literal l, then ϕ is true if and
only if ϕl is true. Unit propagation is the process
whereby we keep assigning unit literals until no
more such literals can be found.

Learning is an optimization that can be added
on top of search. According to [17] the computa-
tion performed by a QBF search algorithm cor-
responds to a particular kind of deductive proof,
i.e., a tree wherein clause resolution and term
resolution alternate – see [17] for details. The
clause/term tree resolution proof corresponding to
search for a QBF ϕ can be reconstructed as follows.
In case of a conflict, there must be two clauses,
say Q ∨ x and R ∨ ¬x such that all the literals
in Q and R have been deleted by previous assign-
ments. We can always resolve such clauses to ob-
tain the working reason min(Q∨R) – where Q∨x
and R ∨ ¬x are the initial working reasons. The
other clauses can be derived from the working rea-
son when backtracking over any existential literal
l such that |l| occurs in the working reason. There
are three cases:

1. If l is a unit literal, then there is a clause
C where l occurs – the reason of assigning
l – and we obtain a new working reason by
resolving the current one with C;

2. If l is an open branch, then proof reconstruc-
tion stops, because we must branch on l, and
the reason of this assignment is the current
working reason;

3. If l is a closed branch, then its reason was
computed before, and it can be treated as in
(1).

In case of a solution, the initial working reason is
a term which is the conjunction of (a subset of)
all the literals assigned from the root of the search
tree, down to the current leaf, i.e., a Boolean im-
plicant of the matrix of ϕ. The other terms can
be derived when backtracking over any universal
literal l such that l is in the working reason, con-
sidering cases (2) and (3) above, and using term
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instead of clause resolution.1 Given the above, it
is easy to see that closing branches over existen-
tial (resp. universal) literals that do not appear in
the current working reason is useless, i.e., they are
not responsible for the current conflict (resp. solu-
tion). Learning can thus be described as the pro-
cess whereby useless branches are skipped while
backtracking.

Skolemization for a QBF [3] ϕ is an tech-
nique whereby all existential variables in ϕ are
replaced by their corresponding mappings, i.e.,
their (Boolean) Skolem functions. The resulting
formula contains universally quantified variables
and Skolem functions only. Each Skolem func-
tion can, in turn, be replaced by a conjunction of
propositional formulas. The result of the opera-
tions above is an equisatisfiable SAT problem, that
can be solved by means, e.g., of state-of-the-art
SAT solvers.

2.3. Suites to evaluate and certify QBFs

Table 1 shows the state-of-the-art suites that we
consider, together with their key features. In the
following, we briefly describe each suite.

ChEQ. A suite comprised of QuBE-cert and
checker. QuBE-cert is an extension of QuBE
3.1, a solver leveraging Conflict/Solution AND-OR
search as its main algorithm.

During the search QuBE constructs two dif-
ferent sets: (i) α, a set of clauses, and (ii) β a
set of terms. The elements of α and β are the
reasons computed during the search phase. More-
over, to each reason QuBE associates the set of
clauses/terms that generated it while backtrack-
ing. In normal operations, QuBE does not record
such intermediate steps, and QuBE-cert adds
to QuBE the instrumentation required to store
them in α and β together with the corresponding
reasons. QuBE-cert also keeps track of the last
empty clause (term) derived by qube, closing the
proof of the truth value of the formula.

Starting from the output of QuBE-cert, and
if the input formula was false, checker checks
that each clause in α has been correctly generated
starting from the empty clause. On the other hand,
if the input formula was true, checker checks

1Case (1) will not apply unless terms are learned, and
thus unit propagation may involve universal variables as

well – see [17] for the technical details.

that each term in β has been correctly generated.
In essence, the set of elements in α are a clause-
resolution proof, while the set of elements in β
are a term-resolution proof with model generation.
Notice that such instrumentation can be applied
to any AND-OR search solver, as long as con-
flict/term resolution is applied. A working exam-
ple of checker can be found in Appendix B, while
the description of its input format can be found in
Appendix A. The suite ChEQ can be downloaded
from [33].

ebddres/tracecheck. The solver ebddres
(version 1.2) is based on Binary Decision Diagrams
(BDDs) and it leverages symbolic variable elim-
ination [23]. ebddres eliminates variables start-
ing from the innermost quantified set. In order to
eliminate a variable v, it first builds a conjunction
of all the clauses containing v and then it quan-
tifies v using one standard BDD OR operation, if
v is existential, or one standard BDD AND op-
eration, if v is universal. Once all variables are
eliminated, a constant BDD is obtained. ebddres
generates a proof trace for false formulas by in-
troducing new variables that correspond to each
BDD node. The proof procedure starts by setting
to true all the added variables for the root nodes
of the BDDs for every original clause. The pro-
cedure continues tracing the ebddres operations
until it is shown that the added variable for the
constant BDD zero has to be true. More details
regarding the internals of ebddres can be found
in [35,24,23]. The proofs output by ebddres can
be verified by tracecheck, a tool to check reso-
lution proofs. A working example be found in Ap-
pendix B.

sKizzo/ozziKs. The solver sKizzo
(version 0.8.2) is based upon symbolic skolemiza-
tion techniques leveraging BDDs as the main data
structure to store Boolean Skolem functions [5,3].
sKizzo is able to produce certificates under the
form of an inference log [4]. The log produced
is evaluated by ozziKs (version 0.3) which certi-
fies the result in a completely decoupled way with
respect to sKizzo. Based on the produced log,
ozziKs applies an inductive model reconstruction
procedure parsing the log backward, with a final
consistency check of this model. At the end of this
procedure, it constructs a stand-alone, BDD-based
certificate encoding a QBF model. A working ex-
ample can be found in Appendix B.
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Suite Algorithm Certificate

True False

ChEQ AND-OR search Term-resolution +
model generation proof

Clause-resolution proof

ebddres
tracecheck

Variable elimination – Clause-resolution proof

sKizzo
ozziKs

Skolemization Log for inductive
model reconstruction

–

squolem
qbv

Skolemization Skolem functions Clause-resolution proof

yQuaffle
qbd

AND-OR search Model generation Clause-resolution proof

Table 1

State-of-the-art suites to evaluate and certify QBFs. The
table is organized as follows: Starting from the first column,

“Suite” is the name of the suite; “Algorithm” is the main

algorithm of the solver; finally, “Certificate” describes the
kind of certificate generated (if any), and it is divided in the

sub-columns “True” and “False” because certificates can

be generated differently in accordance with truth or falsity
results.

squolem/qbv. The solver squolem (version
1.03) is based on skolemization, and it generates
both models and refutations. squolem eliminates
quantifiers from the inside out by explicitly gen-
erating Skolem functions for existential variables.
For each variable that is about to be eliminated,
it collects all clauses in which the variable occurs
and interprets them as implications. The set of
these implications forms a function, by which the
variable is replaced. In case of conflicting implica-
tions, a clause stating that this case cannot hap-
pen is added. In terms of the resolution calcu-
lus, the conflict clause can be obtained directly
as a resolvent from the two conflicting implica-
tions. The process is iterated until either a com-
plete model has been constructed, or conflicting
unit clauses occur. In the first case, squolem out-
puts the model, while in the second case, it out-
puts a clause-resolution trace built from the in-
formation about clause parents recorded during
model construction. qbv (version 1.03) (Quanti-
fied Boolean Verifier) verifies the certificates pro-
duced by squolem (a description of the format
is in [26]). We refer to Appendix B for a working
example.

yQuaffle/qbd The solver yQuaffle [39] (ver-
sion 021006) is an AND-OR search solver featuring
multiple conflict driven learning, solution based
backtracking and inversion of quantifiers. yQuaf-
fle is instrumented to produce a trace, both for
true and false QBFs. During the search phase,
yQuaffle assigns a unique identification num-

ber to each clause and term and, when a new
conflict clause or term is generated, all clauses
and terms involved in generating the new one are
recorded and added to the trace. When a satisfy-
ing assignment is reached, the partial assignment
that satisfies all the original clauses is recorded
and added into the trace. The last satisfying as-
signment/conflict clause (term) that leads to re-
solve an empty clause (term) is recorded. The tool
qbd [39] can be used to check the result of yQuaf-
fle, both for true and false QBFs. A working ex-
ample be found in Appendix B.

In the following, we will often use the name of
the solver (e.g., sKizzo) also to denote the whole
suite (e.g., sKizzo/ozziKs), leaving to the con-
text the task of disambiguating between the two
uses.

3. Results on QBFEVAL datasets

QBFEVAL’06 and QBFEVAL’07 [30] are, re-
spectively, the first and the second competition
of QBF solvers, in a series of previously non-
competitive events that dates back to 2003. In the
following, we briefly survey the aspects of the com-
petitions that are relevant to this paper and we
refer the reader to [30] for more details.

The QBFEVAL’06 test set was assembled us-
ing a selection of the formulas submitted for the
contest and a selection of formulas recycled from
QBFEVAL’05 [31]. In Table 2 we summarize some
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Suite # Min Med Max Suite # Min Med Max

Ansotegui 10 1931 3404 8797 Ansotegui 10 16 31 48

Ayari 29 162 2706 256559 Ayari 29 38 256 5040

Biere 109 14 1191 4497 Biere 109 1 40 440

Castellini 3 320 512 560 Castellini 3 4 10 10

Gent-Rowley 13 3949 37740 63031 Gent-Rowley 13 50 224 324

Herbstritt 28 1145 3904 6728 Herbstritt 28 41 139 189

v∃ Katz 7 224 336 468 v∀ Katz 7 20 22 88

Letz 1 50 50 50 Letz 1 49 49 49

Ling 6 63 65 102 Ling 6 7 7 10

Mneimneh-Sakallah 11 94 819 2107 Mneimneh-Sakallah 11 23 153 437

Pan 86 32 909 5254 Pan 86 8 38 264

Rintanen 104 184 1498 9993 Rintanen 104 1 11 2268

Scholl-Becker 20 273 994 5605 Scholl-Becker 20 1 3 34

Ansotegui 10 5 10 17 Ansotegui 10 12973 28140 78971

Ayari 29 2 3 7 Ayari 29 530 6084 319011

Biere 109 3 3 17 Biere 109 37 3376 13063

Castellini 3 3 3 3 Castellini 3 4610 12541 12685

Gent-Rowley 13 21 57 73 Gent-Rowley 13 12868 142577 242432

Herbstritt 28 7 9 11 Herbstritt 28 3091 10648 18742

s Katz 7 3 3 9 c Katz 7 643 941 1403

Letz 1 100 100 100 Letz 1 52 52 52

Ling 6 3 3 3 Ling 6 446 560 1832

Mneimneh-Sakallah 11 3 3 3 Mneimneh-Sakallah 11 254 2665 6967

Pan 86 2 27 133 Pan 86 743 3280 131072

Rintanen 104 2 3 3 Rintanen 104 601 5024 178750

Scholl-Becker 20 3 3 23 Scholl-Becker 20 746 2598 15230

Ansotegui 10 48613 108335 314239

Ayari 29 3110 22513 832081

Biere 109 85 7876 30479

Castellini 3 10425 117596 117880

Gent-Rowley 13 45367 517229 881755

Herbstritt 28 7211 24844 43730

l Katz 7 1659 2541 3795

Letz 1 247 247 247

Ling 6 2805 3742 16884

Mneimneh-Sakallah 11 647 6850 18165

Pan 86 1784 8876 1310720

Rintanen 104 1505 13288 362756

Scholl-Becker 20 1762 6141 35163

Table 2

QBFEVAL’06 dataset synopsis. The table is organized as follows: “#” is the number of formulas in each of the thirteen

families, v∃ (resp. v∀) is the number of existential (resp. universal) variables, s is the number of quantified sets, c is the

number of clauses and l is the total number of literals, i.e., the sum of the literals in each clause. For each feature, we report
its minimum (Min), maximum (Max) and median (Med) value across the family.

Suite # Min Med Max Suite # Min Med Max

Biere 31 1966 9468 37630 Biere 31 31 64 284

v∃ Herbstritt 104 201 1089 4903 v∀ Herbstritt 104 0 11 78

Mangassarian-Veneris 17 280 16379 362711 Mangassarian-Veneris 17 1 4 9

Biere 31 3 3 3 Biere 31 5755 27982 112036

s Herbstritt 104 1 3 157 c Herbstritt 104 505 2446 11310

Mangassarian-Veneris 17 3 3 5 Mangassarian-Veneris 17 774 50480 950456

Biere 31 13427 65290 261416

l Herbstritt 104 1177 5472 25082

Mangassarian-Veneris 17 1892 164544 5534040

Table 3

QBFEVAL’07 dataset synopsis. The table is organized as Table 2.
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relevant features of the dataset that we consider.
The dataset is comprised by all the fixed struc-
ture formulas 2 (FSFs) used in 2006 (427). The
whole QBFEVAL’06 test set can be downloaded
from [15]. At the time of QBFEVAL’06 we sin-
gled out incorrect solvers using a combined judge-
ment based on our previous knowledge of formu-
las whose truth value (i) is known by construction
and (ii) has never been disconfirmed in previous
contests. According to this criterion, 5 solvers were
excluded from the competition, and the remain-
ing competitors (16) run within 900MB of memory
and 6000s of maximum CPU time. In the end, 371
(87%) formulas were solved, of which 234 (55%)
were declared true and 137 (32%) were declared
false. Out of the solved formulas, 67 gave rise to
discrepancies that resulted in the elimination of
some competitors. Noticeably, the results herein
presented prove that all the solvers excluded from
QBFEVAL’06 are incorrect, and no further evi-
dence about issues regarding the other contestants
could be found.

QBFEVAL’07 [30] is the second competition of
QBF solvers. The organization of QBFEVAL’07 is
similar to QBFEVAL’06 as described above, in-
cluding the method to assemble the test set. The
whole QBFEVAL’07 test set is comprised of 1136
FSFs, whereon 18 solvers run, limited to 600 CPU
seconds and 900 MB of main memory. During the
contest, we detected 152 discrepancies. Table 3
gives an overview of such cases and it is arranged
as Table 2. The whole QBFEVAL’07 test set, as
well as individual formulas, can be downloaded
from [15]. Using the suites herein considered we
have been able to certify 150 out of 152 discrepan-
cies. This is an unprecedented result in the history
of QBFEVAL, one that allowed us to drop solvers
according to a formal proof of their incorrectness.
Actually, out of 18 contestants, 5 turned out to be
incorrect in QBFEVAL’07.

All the experiments that we describe hereafter
run on a farm of identical Pentium IV 3.2 GHz
workstations equipped with 4GB of main memory
and running Ubuntu GNU/Linux. 600 CPU sec-
onds and 3GB of main memory are granted (sepa-
rately) to each evaluator and each certifier. We de-
fine the state-of-the-art (SOTA) [37] suite to be the
ideal evaluate/certify suite obtained by running all

2Intuitively, FSFs are resulting from encodings and/or
artificial generators where a setting of the problem param-

eters yields a unique instance.

the suites in parallel and considering only the one
which fares the best performance on a given for-
mula.

3.1. QBFEVAL’06

In Figure 1 we present the results obtained run-
ning the suites described in Section 2.3 on the
QBFEVAL’06 dataset. The purpose of the plots is
to highlight the relationship (if any) between the
size of the certificate (SoC) and (i) the CPU time
spent to evaluate/certify the formula or (ii) the
size of the formula (SoF) computed as the total
number of literals in it.

In order to provide a quantitative assessment of
the relationship between the size of certificates on
one hand, and TTS, TTC or the size of formu-
las on the other, we consider Kendall’s τ coeffi-
cient, a non parametric correlation coefficient and
the associated statistical test of significance [27].
Kendall’s τ is a value between -1 and 1, where 1
means that there is a strong correlation between
two sets of samples, -1 means that there is a strong
anti-correlation, while 0 means that the two series
are not correlated.

Looking at the plots in Figure 1, we can see
that for all suites there is a positive – and sta-
tistically significant – correlation between the size
of the certificate and the ratio TTS/TTC. This
seems reasonable, in view of the fact that a longer
evaluation time usually results in longer certifi-
cates because there are more steps to trace. How-
ever, the correlation varies among different suites
in a substantial way. In the case of ChEQ and
ebddres, the correlation is indeed quite strong:
0.91 and 0.97 respectively. In the case of yQuaf-
fle the same phenomenon is less evident, mainly
due to the fact that for some certificates which
are relatively small, the TTS (and thus also the
TTC) of yQuaffle is relatively high. This can be
seen on the CPU time plot of yQuaffle as a set
of data points that “stand out” from the general
trend. On the other hand, in the case of sKizzo
and squolem the correlation is less strong: 0.5
and 0.53 respectively. We see here two possible
causes. The first one is that both sKizzo and
squolem leverage skolemization as the main eval-
uation strategy.3 Therefore skolemization-based

3Actually, this is more true of squolem, while sKizzo can
try several strategies, including variable elimination and

search.
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ChEQ ebddres

sKizzo squolem

yQuaffle SOTA

Fig. 1. Evaluation and checking performance on the QBFEVAL’06 dataset. In the figure, we show two plots for each suite,

wherein the x-axis is always the size of the certificate in Bytes sorted in ascending order, and the y-axis is either CPU

time (first, third and fifth rows) or number of literals in the QBF (second, fourth and sixth rows); the scale of the x-axis
is the same across plots referring to the same suite, and all x and y scales are logarithmic. As for CPU time plots, we

consider two measures of performance: Time-to-solve (TTS), i.e. how many CPU seconds are required to solve a formula,
and time-to-certify (TTC), i.e., how many CPU seconds are required to solve and certify a formula. Since these results are
obtained by considering only those formulas which could be evaluated and certified by a given suite, TTC is always greater

than TTS. For each suite but the SOTA one, we report the value of Kendall’s τ for the correlation between the size of the

certificate and the ratio TTS/TTC, or the size of the formula. We do not report Kendall τ related to the SOTA suite because
the different contributions to the SOTA suite make it very difficult to identify and extract a clear trend between the size of

the certificate and the other relevant parameters.
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Solved (#) Certified (#) TTC (s) Overhead (%) SoC (KB)

Total True False Total True False Total True False Total True False Total True False

ChEQ 133 62 71 113 62 51 5573 2762 2811 13 10 16 6128.89 3100.43 3028.46

ebddres 82 54 28 28 – 28 300 – 300 50 – 50 2717.19 – 2717.19

sKizzo 230 133 97 123 123 – 7310 7310 – 23 23 – 4404.42 4404.42 –

squolem 58 52 6 56 50 6 6376 5227 1149 42 42 42 14.74 14.67 0.07

yQuaffle 130 62 68 76 40 36 4904 2218 2685 45 46 43 3378.44 2073.95 1304.49

SOTA 258 149 109 229 141 88 10297 5424 4873 19 21 17 – – –

Table 4

Evaluation and checking performance on QBFEVAL’06 test set. The table divided in four groups of columns (from left to
right): The number of formulas solved, the number of formulas certified, the TTC (in seconds), the overhead, and the SoC

(in KB). We do not report SoC related to the SOTA suite because the different format of certificate generated by each suite.

In each group, we report statistics about total, true and false formulas that can be dealt with (“Total”, “True” and “False”,
respectively).

suites seem to escape from the straight proportion-
ality law between TTS and SoC that character-
izes the other suites. Another possible explanation,
which applies to sKizzo only, is that while all the
other suites generate a proof, sKizzo certificate is
a solver log. In a way, sKizzo can trade off space
for time, e.g., by compressing several steps in the
log and then expanding them in the certifier at the
expense of an increased overhead.

The correlation between the size of the certifi-
cate and the size of the formula is also positive
and statistically significant. In the case of ChEQ,
ebddres, and yQuaffle, it is weaker than the
corresponding correlation with the TTS/TTC pa-
rameter 4. In the case of suites based on search
based solvers, the main motivation is that the size
of the certificate depends on the efficiency of the
solver to explore the search space, so relatively
small formulas can yield relatively large certifi-
cates. Considering, for instance, raw results related
to the ChEQ suite, we can find that to the for-
mula connect 8x7 3 D, having more than 40000
variables and 140000 clauses, and about one-half
million literals, corresponds a certificate of 3.47MB
and a TTS of 3.48 s. On the other hand, a rela-
tively small formula as k grz p-4, having 318 vari-
ables, 953 clauses, and 2417 literals, has a certifi-
cate of 195MB, computed in 371 s.

The same data underlying the plots in Figure 1
are summarized in a different way in Table 4. The

4In our preliminary experiments, also other measures

were compared with SoC such, e.g., the alternation depth,
but the results obtained showed us empirically that there

was no correlation between the size of the certificates and
the alternation depth of the related formula. For instance,
in the case of ChEQ, we obtained a Kendall τ = 0.02, so

we can conclude that such quantities are independent.

purpose of the table is to highlight the differences
existing between different suites, different kind of
certificates, and to quantify the overhead of the
certification process according to the relation

overhead = 1− TTS
TTC

.

The results in Table 4 show that, in many cases,
the ability to solve a formula does not necessarily
imply the ability to certify it, because all the suites
can solve problems for which the corresponding
certificates either cannot be generated or cannot
be checked. In the case of sKizzo and ebddres,
this is mainly due to ozziKs dealing only with
truth certificates and tracecheck dealing only
with falsity certificates. Indeed, when it comes to
certifying true formulas, ozziKs can reconstruct
a model for 92% of the formulas that sKizzo can
solve. The failure to certify the remaining ones is
due to time out. As for ebddres, tracecheck
is able to validate all the certificates generated
for false QBFs. squolem, ChEQ and yQuaffle
can handle both truth and falsity certificates, and
ChEQ is the suite that stands out in this case.
Indeed, ChEQ is able to certify 85% of its yield,
while qbd tops at 58%. qbv can validate almost
all the certificates produced by squolem, but the
absolute number of formulas solved is smaller than
yQuaffle and ChEQ. In the case of ChEQ, fail-
ing to certify 15% of the instances solved is due
to the fact that QuBE performs “long distance
resolution” (see, e.g., [40] and [23]), an optimiza-
tion that maintains correctness of the search pro-
cedure, but makes it fairly expensive to gener-
ate a sound certificate. Indeed, checker halts on
proofs containing long distance resolution steps be-
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cause it cannot trace them back to standard res-
olution steps. As for yQuaffle, a combination
of technical limitations and the failure to handle
some certificates because of their size, accounts
for 42% of the formulas solved ending up without
a certificate validation. In particular, qbd seems
to have problems when managing certificates ob-
tained from formulas with a large number of
clauses, independently from the size of the certifi-
cate. Notice that, in spite of its limitations, sKizzo
is the suite that performs best on this dataset
with 230 formulas solved and 123 certificates vali-
dated. If we consider the overhead of certification,
the picture is not very clear: One search-based
suite (ChEQ) and one skolemization-based suite
(sKizzo) are characterized by a relatively small
overhead: 13% and 23%, respectively. At the same
time, another search based-suite (yQuaffle) and
a skolemization-based one (squolem) feature a
relatively large overhead: 45% and 42%, respec-
tively. Therefore, at least on this dataset, there
seems to be no significant correlation between the
strategy adopted for evaluating QBFs and the im-
pact on the overhead of certifying the solution.

Considering the results of the SOTA suite, there
are two facts worth mentioning. First, while the
QBFEVAL’06 SOTA solver is able to solve 364 for-
mulas within 600 CPU seconds, the SOTA eval-
uate/certify suite tops at 229, which means that
37% of the formulas that can be solved by (non-
instrumented) QBFEVAL’06 contestants are now
beyond the capabilities of the tools.5 Since ebd-
dres and squolem did not participate in QBFE-
VAL’06, if we consider only the formulas solved
by sKizzo, yQuaffle and QuBE (293), then we
get 203 certified formulas, meaning that we can
roughly expect a 41% decrease in the number of
problems solved due to instrumentation. Second,
the SOTA certifier can check 89% of the corre-
sponding evaluator yield, which means that for
most formulas that we are able to solve with an in-
strumented solver, we can also obtain a validation
of the certificate.

While considering the above results on the
QBFEVAL’06 dataset, it is worth mentioning that
there are no discrepancies among the truth values
of the QBFs that can be certified by more than
one suite. As for the other formulas, sKizzo is the

5QBFEVAL’06 competitors run on the same hardware
herewith described, but they were limited to 900MB of

memory usage.

only suite able to evaluate and certify 41 formulas;
ChEQ and yQuaffle are the only ones that can
deal with 32 and 13 formulas, respectively; finally,
ebddres and squolem are the only suites able
to evaluate and certify 24 and 2 formulas, respec-
tively.

3.2. QBFEVAL’07

In Figure 2 and in Table 5, we detail the results
about the QBFEVAL’07 dataset. The experimen-
tal setup is the same used for the QBFEVAL’06
dataset, but the CPU time limit of the solvers is in-
creased to 6000 seconds instead of 600. Notice that
in Figure 2 we report only data about ChEQ and
yQuaffle since the other suites do not yield sig-
nificant results on this dataset (see also Table 5).
In particular, all the formulas in which occurs a
discrepancy that sKizzo can solve are false for-
mulas, so ozziKs cannot handle the corresponding
certificate. As for ebddres and squolem, they
can solve a mere 3% and 10% of the dataset, re-
spectively. From the plots, we can see that search-
based suites show a clear correlation between the
size of the certificate and the TTS/TTC also on
the QBFEVAL’07 dataset. In the case of ChEQ
(τ = 0.92), the TTS/TTC correlates substan-
tially with SoC, while in the case of yQuaffle
(τ = 0.6), the correlation is smaller with respect
to ChEQ and also with respect to itself on the
QBFEVAL’06 dataset. In the case of ChEQ, the
plots in Figure 2 show also a strong correlation be-
tween the size of the formula and the size of the
corresponding certificate (τ = 0.95), while in the
case of yQuaffle there are cases in which the
certificate size is relatively modest if compared to
the size of the formula.

If we consider Table 5, we can see that ChEQ
is able to deal with the largest number of formu-
las, while yQuaffle is the only one able to cer-
tify a single true instance. Both solvers are able
to solve the largest number of formulas (150 and
151, respectively). These two suites are also able
to certify the largest number of QBFs but, while
ChEQ is able to validate the certificates of all the
formulas that is is able to solve, yQuaffle is able
to validate only 40% of its yield (61 formulas). As
we noticed also for the QBFEVAL’06 dataset, qbd
has problems when dealing with certificates pro-
duced by relatively large formulas. From Table 3,
we can see that the QBFEVAL’07 dataset is com-



12 M. Narizzano et al. / Evaluating and Certifying QBFs: A comparison of state-of-the-art tools.

ChEQ yQuaffle

Fig. 2. Performance of ChEQ and yQuaffle on the QBFEVAL’07 dataset. The figure is organized similarly to Figure 1.

Solved (#) Certified (#) TTC (s) Overhead (%) SoC (KB)

Total True False Total True False Total True False Total True False Total True False

ChEQ 150 – 150 150 – 150 136 – 136 16 – 16 91.85 – 91.85

ebddres 5 – 5 5 – 5 82 – 82 58 – 58 649.14 – 649.14

sKizzo 132 – 132 – – – – – – – – – – – –

squolem 15 – 15 15 – 15 1045 – 1045 1 – 1 0.04 – 0.04

yQuaffle 151 1 150 61 1 60 931 890 41 47 6 48 688.99 674.67 14.32

SOTA 151 1 150 151 1 150 973 890 83 8 6 32 – – –

Table 5

Evaluation and checking performance on the QBFEVAL’07 dataset. The table has the same structure of Table 4.

prised of several relatively large formulas, and this
hinders the performance of yQuaffle more than
it does for ChEQ. Considering that formulas cer-
tified by ChEQ are a superset of the ones certi-
fied by yQuaffle (excluding the true one certified
only by yQuaffle), we can see how yQuaffle
is not able to certify formulas with a prefix com-
posed by a large number of levels. In detail, false
formulas certified by both ChEQ and yQuaffle
(60) have an average value of prefix sets equal to
2, while the same value of formulas solved by both
suites, but certified only by ChEQ is 40. Although
squolem and ebddres can solve a relatively small
number of formulas, they are able to validate all of
them. Looking at individual performance, ChEQ
is the only suite able to certify 78 (52% of the to-
tal) formulas while the only formula found true
is certified uniquely by yQuaffle. Notice that
ChEQ has a considerably smaller overhead than
yQuaffle on this set of formulas (16% vs. 47%).
Overall, the picture confirms the results obtained
on the QBFEVAL’06 test set, at least for search-

based suites, including the different overheads for
validating certificates.

Considering the performance of instrumented
solvers, we notice that ebddres, QuBE, sKizzo
and yQuaffle solve the same number of for-
mulas as their non-instrumented versions. In the
case of sKizzo this is a trivial fact, because it
solves only false formulas and then it does not
produce any certificate. In the case of QuBE,
the difference due to instrumentation is negligi-
ble: The non-instrumented version takes about
100s of CPU time to solve 150 formulas in the
dataset, while the instrumented version used in
ChEQ takes about 114s of CPU time. yQuaffle
needs an additional 30% CPU time with respect to
the non-instrumented version (895s with respect
to 633s), but a large part of the additional CPU
time is needed to write the file containing the cer-
tificate for the (single) true formula. If we do not
take into account such formula, the difference be-
tween the two versions is also negligible. As for the
other solvers, the difference due to instrumenta-
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Suite # Min Med Max Suite # Min Med Max

Biere 180 14 1316 19780 Biere 180 1 41 1172

v∃ Herbstritt 450 131 8238 84175 v∀ Herbstritt 450 0 120 570

Biere 180 3 3 3 Biere 180 37 3728 56530

s Herbstritt 450 1 197 1141 c Herbstritt 450 301 22865 245038

Biere 180 85 8698 131902

l Herbstritt 450 701 53275 571394

Table 6

Synopsis of Formal Verification datasets. The table is organized as Table 2.

tion tends to be larger than search-based solvers.
The total CPU time of the instrumented version
of ebddres is about 7 times the corresponding
time of the non-instrumented version (34s vs. 5s).
Moreover, the certificates produced in this cases,
also tend to be larger than the corresponding ones
produced by other suites. In the case of squolem,
the non-instrumented version is able to solve 43
formulas while the instrumented one solves only
15 of them. Also in this case, the main cause is the
considerable CPU time increase due to the instru-
mentation.

4. Results on selected QBF encodings

In order to understand the impact of certify-
ing solutions of QBF solvers in some of the ap-
plication fields cited in Section 1, we chose to
focus on encodings of Formal Verification prob-
lems. For one thing, Formal Verification is one of
the fields where QBF certificates can be as useful
as the corresponding SAT certificates. Moreover,
there is plenty of such encodings readily available
in QBFLIB, so that significant case studies can
be built around them. Finally, the encodings in
QBFLIB are either obtained from real-world ap-
plications or from realistically sized problem do-
mains. In this section, we evaluate the performance
of the suites insofar considered on the following
datasets:

Biere Described in [22], resulting from the encod-
ing of symbolic diameter calculation and sym-
bolic reachability (BMC of safety properties)
for a variety of circuits.

Herbstritt Described in [21], resulting from the en-
coding of “black-box” design problems, i.e., a
kind of formal equivalence verification prob-
lem where parts of the circuits are left unspec-
ified.

The relevant features of the above test sets are
summarized in Table 6.

In Figure 3 and in Table 7, we show the re-
sults obtained on the “Biere” dataset. In Figure 3
we do not report data about ebddres because it
is able to solve only true formulas in the dataset
(44, see also Table 7). Looking at the plots in
Figure 3, we can see that all the suites exhibit a
strong correlation between the size of the certifi-
cates and the TTS/TTC ratio, confirmed by the
τ values. In the case of ChEQ (τ = 0.89) and
yQuaffle (τ = 0.8) this results is in accordance
with the ones obtained on the QBFEVAL’06/07
datasets. In the case of squolem (τ = 0.89),
the correlation is higher that what we have pre-
viously observed – τ = 0.53 on the QBFEVAL’06
dataset. On the other hand, sKizzo (τ = 0.69)
confirms previous results by yielding a correla-
tion smaller than other suites. Still looking at Fig-
ure 3, we can see that the dependency between
the size of the formula and the size of the certifi-
cates appears to be stronger than on the QBFE-
VAL’06 dataset and, in some cases, also stronger
than on the QBFEVAL’07 dataset. In particular,
the certificate size of squolem correlates with
the size of the formula at τ = 0.76, which could
also explain the higher correlation index between
SoC and TTS/TTC for this suite. In the case of
yQuaffle and sKizzo the correlation between
SoF and SoC is 0.52 and 0.62, respectively, which
are higher than the ones observed on the QBFE-
VAL’06 dataset. Overall in the cases of squolem,
yQuaffle, and sKizzo, the dependency between
SoF and SoC is stronger than the one observed on
the QBFEVAL’06 dataset – and also stronger than
the one observed on the QBFEVAL’07 dataset for
yQuaffle. ChEQ results do not follow exactly
the same pattern: The size of the certificates pro-
duced by ChEQ correlates at τ = 0.51 with the
size of formulas in this dataset, and this is higher
than the same index in the QBFEVAL’06 dataset
(0.31); however, it is also substantially smaller
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ChEQ sKizzo

squolem yQuaffle

Fig. 3. Evaluation and checking performance on the “Biere” dataset. The figure is organized like Figure 1.

Solved (#) Certified (#) TTC (s) Overhead (%) SoC (KB)

Total True False Total True False Total True False Total True False Total True False

ChEQ 60 57 3 60 57 3 931 931 0 9 9 22 956.53 956.26 0.27

ebddres 44 44 – – – – – – – – – – – – –

sKizzo 83 75 8 73 73 – 5040 5040 – 13 13 – 468.79 468.79 –

squolem 24 24 – 24 24 – 1226 1226 – 48 48 – 1.44 1.44 –

yQuaffle 63 56 7 54 49 5 2509 1204 1306 47 48 33 825.26 656.19 169.07

SOTA 88 78 10 81 76 5 4700 3395 1305 10 0 35 – – –

Table 7

Evaluation and checking performance on the “Biere” dataset. The table is structured as Table 4.

than the one resulting from the analysis of the
QBFEVAL’07 dataset (0.95).

Looking at Table 7, we can see that sKizzo

solves and certifies the highest number of formulas
(46%) in this dataset, and that it is able to certify
all the formulas that it declares true but two. The
second and third best suites are yQuaffle and

ChEQ which solve about 34% of the dataset (63
and 60 formulas, respectively). However, ChEQ is
able to validate all of its certificates, while yQuaf-

fle is able to validate only 90% of the certificates
that it can produce. squolem, although perform-
ing weakly on this dataset, is able to validate all
the certificates that it can produce (24). Look-
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ing at the individual performance, we can see that
sKizzo is the only suite able to certify 22 formu-
las, while ChEQ and yQuaffle are the only ones
which validate 2 formulas. Considering the data in
the “Overhead” column, we can see that the over-
head of ChEQ and sKizzo is about the same as
the overhead on the QBFEVAL’06 dataset, while
the overhead of yQuaffle and squolem remains
higher and close to the time needed for solving.
Another relevant consideration is that the differ-
ence between the number of solved problems and
the number of certificate successfully checked is
not negligible in this dataset. Overall, the SOTA
certifier validates 81 formulas out of 180 (45%), of
which 76 are true and 5 are false.

Regarding the results of the SOTA solver, an
important consideration about this dataset is that
78 (true) solved formulas are from the tipdiam
family, while 10 (false) formulas are from the
tipfixpoint family (there are 90 formulas in each
family). Analyzing the features related to these
families, we can see that the size and the alter-
nation depth of these formulas is about the same
across the two families, but there is a substantial
difference if we consider the number of universally
quantified variables where the tipfixpoint fam-
ily members feature, on average, more universal
variables than equally-sized tipdiam family mem-
bers. Considering also results of QBFEVAL’06
and QBFEVAL’07, we can state that state-of-the-
art QBF solvers, in general, find it more difficult
to solve tipfixpoint instances than tipdiam in-
stances.

In Figure 4 and Table 8 we consider the re-
sults on the “Herbstritt” dataset. Notice that in
Figure 4 we report only data about ChEQ and
yQuaffle since the other suites do not yield sig-
nificant results. All the formulas solved in this
dataset turn out to be false, and therefore sKizzo
cannot generate any model. On the other hand,
squolem and ebddres solve and certify a small
number of instances. In this case, for ChEQ and
yQuaffle we have another empirical confirma-
tion of the strong correlation existing between
the TTS/TTC ratio and the size of the certifi-
cate. On this dataset, the values of τ for ChEQ
and yQuaffle are higher than ones obtained on
QBFEVAL’06, QBFEVAL’07 and Biere datasets:
0.94 and 0.9 respectively. Regarding the relation-
ship between the size of the formulas and the size
of the certificates, both ChEQ and yQuaffle

performance show a high correlation, τ = 0.8 and
τ = 0.83, respectively.

Looking at Table 8, we can see that ChEQ

solves 278 formulas (62% of the dataset) and it
validates 268 of them (96% of the formulas solved,
60% of the dataset). ChEQ fails to validate 10 for-
mulas because, for six of them, QuBE produces
a proof containing “long distance resolution” [23]
steps, and, in the remaining four of them, ChEQ

fails because of the large size of the certificates.
Considering yQuaffle, we can see that it solves
142 formulas and it is able to validate only 30 of
them, 21% of formulas that it solves. Moreover, we
can see that formulas that qbd is able to check
are smaller than the unchecked ones. Consider-
ing that the 30 formulas certified by the yQuaf-

fle suite are a subset of the ones certified by
ChEQ, we found a similar issue in QBFEVAL’07
dataset. Our analysis of syntactic features of such
formulas highlights the weaknesses of the yQuaf-

fle suites on large formulas. Formulas certified
by yQuaffle have average number of variables
equal to 4024, average number of clauses equal to
5829, while the average of the number of prefix
sets is 1. Looking at features of formulas solved
also by ChEQ, the values above dramatically in-
crease: The average number of variables is 9643,
the average number of clauses is 23551, while the
average number of prefix sets is 175. ebddres

and squolem are able to solve a small number
of formulas, 6 and 14 respectively, but they are
able to certify all of them. We notice that a non-
instrumented version of QuBE is able to solve 285
formulas: For 7 formulas the instrumented version
of QuBE is not able to generate a file with the
certificate because of its large size. While the non-
instrumented versions of yQuaffle and ebddres

are able to solve the same number of formulas with
respect to their instrumented versions, the not in-
strumented version of squolem is able to solve 43
formulas, with respect to the 14 formulas solved by
the instrumented one. The main motivation of this
fact is the same as the one found for QBFEVAL’07
dataset. Analyzing the individual performance of
the suites, we can see that ChEQ is the only suite
able to certify 228 formulas of the dataset and
squolem is the only suite that certifies four of
them. Therefore, on this dataset, the SOTA suite
performance mostly reflects ChEQ performance.
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ChEQ yQuaffle

Fig. 4. Performance of ChEQ and yQuaffle on the “Herbstritt” dataset. The figure is organized like Figure 1.

Solved (#) Certified (#) TTC (s) Overhead (%) SoC (KB)

Total True False Total True False Total True False Total True False Total True False

ChEQ 278 – 278 268 – 268 2405 – 2405 4 – 4 838.67 – 838.67

ebddres 6 – 6 6 – 6 82 – 82 58 – 58 651.20 – 651.20

sKizzo 199 – 199 – – – – – – – – – – – –

squolem 14 – 14 14 – 14 366 – 366 1 – 1 0.04 – 0.04

yQuaffle 142 – 142 30 – 30 4 – 4 48 – 48 2.41 – 2.41

SOTA 294 – 294 272 – 272 2408 – 2408 4 – 4 – – –

Table 8

Evaluation and checking performance on “Herbstritt” dataset. The table is structured as Table 4.

5. Conclusions

The topic to obtain a certified answer from au-
tomated reasoning tools has been previously ex-
plored in the SAT literature (see, e.g., [11,20,41,
35]), and, recently, it becomes a hot topic also for
Satisfiability Modulo Theories [2].

In this paper we presented an empirical com-
parison of all the state-of-the-art suites to evalu-
ate and certify QBFs. We have provided experi-
mental evidence that all the suites that can eval-
uate and certify QBFs are able to deal success-
fully with many medium-to-large scale encodings.
While evaluation remains the main challenge, and
all the suites herein considered can solve more
problems than the ones that they can actually cer-
tify, we have also shown that dealing with fairly
large certificates is possible without incurring in
excessive overheads. As a result of our experimen-
tal comparison, our proof-of-concept tool ChEQ
seem to provide good performance with respect

to other suites, together with the ability to check
both true and false formulas.

Our investigation highlights some open issues,
whereupon future research should be targeted in
our opinion. The first issue regards a methodology
to validate the certificates of solvers that use spe-
cific optimizations such as “long distance resolu-
tion”. Currently, qbd and checker refuse to cer-
tify traces wherein long distance resolution steps
are present, even if yQuaffle and QuBE may
produce them. The second issue, regards the op-
portunity (and the challenge) of building a stan-
dard unified format for QBF certificates which
is able to support certificate for all the solvers
currently available, using diverse techniques such
as search, variable-elimination, skolemization and
combinations thereof.
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Appendix

A. ChEQ certificate format

In this section we present the certificate format
of checker. The format builds on qdimacs for-
mat (http://www.qbflib.org/qdimacs.html), and
we report its Backus-Naur Form (BNF) in Fig-
ure 5.

The main items of certificate are the following:

〈formula〉 contains:

〈pnum〉 the first number denotes max variable
id, the second one denotes the number of
clauses;

〈quant sets〉 where “a” represents the univer-
sal quantifier lists and “e” represents the
existential one.

〈matrix〉 is the list of clauses

〈clause〉 is a set of literal where 〈literal〉 is a posi-
tive or negative variable.

〈certificates〉 is composed from good and no good
certificates:

〈base implicant〉 contains a (partial) model,
〈first resolvent〉 is the first clause used in the reso-

lution. 〈pnum〉 identifies the id of first resolvent.
In good certificate, if base implicant exists,
the first resolvent clause id is equal to zero,

〈steps list〉 contains all the resolution steps in the
certificate where literal is the resolution vari-
able and 〈pnum〉 identifies the clause used for
the resolution,

〈learned constraint〉 is the clause obtained com-
puting all steps. 〈pnum〉 identifies the id of
learned constraint.

B. Examples of certificates

In this section we report some working exam-
ples related to the suites described in Section 2.3.
For the sake of clarity, we use two simple for-
mulas: The first one, claimed to be true, is com-
posed by 5 variables and 5 clauses. Its qdimacs
(true formula.qdimacs) representation is the fol-
lowing:

p cnf 5 5
a 1 0
e 2 0
a 3 0
e 4 5 0
1 -3 -4 -5 0
1 -4 5 0
-1 2 5 0
-1 3 4 0
-4 -5 0

We also consider a false formula composed by 5
variable and 7 clauses, and its qdimacs represen-
tation (false formula.qdimacs) is the following:

p cnf 5 7
a 1 0
e 2 0
a 3 0
e 4 5 0
1 3 4 0
1 -3 -4 -5 0
1 -4 5 0
-1 2 5 0
-1 3 -4 0
-1 -2 -3 -5 0
-4 -5 0

ChEQ checker can treat both certificates of
truth and falsity. The certificates are composed
by the input formula and several good and/or
nogood partial certificates. If the solver claims
a truth result, checker start a model checking
stage, considering the reported (partial) assign-
ment (the base implicant). If such step is con-
cluded in a successfully way, and the step list is
empty, checker compares the first resolvent with
the learning constraint and an error is returned if
they are not equal. If the step list is not empty,
checker verifies that the first resolvent is equal
to the learned constraint applying the resolution
step contained into the step list. The last opera-
tion described above is the same used to verify the
certificate in the case of a falsity result reported
by QuBE-cert.

The certificate in the following is the one pro-
duced by QuBE-cert when it receives
true formula.qdimacs as input:

[BEGIN true_formula.qdimacs ]
[FORMULA 6 5 a 1 0 e 2 0 a 3 0
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<input> ::= <comment_lines> <begin> <formula>
[<certificates>] <end> <final_result> EOF

<comment_lines> ::= <comment_line> <comment_lines> | <comment_line>
<comment_line> ::= c <text> EOL
<begin> ::= <lsp> BEGIN <formula_name> <rsp>
<lsp> ::= [
<rsp> ::= ]
<formula_name> ::= <text>
<formula> ::= <lsp> FORMULA <pnum> <pnum> <quant_sets> 0 0 <matrix> <rsp> EOL
<quant_sets> ::= <quant_set> <quant_sets> | <quant_set>
<quant_set> ::= <quantifier> <atom_set> 0
<quantifier> ::= e | a
<atom_set> ::= <pnum> <atom_set> | <pnum>
<matrix> ::= <clause_list>
<clause_list> ::= <clause> <clause_list> | <clause>
<clause> ::= <literal> <clause> | <literal> 0
<certificates> ::= <certificate> <certificates> | <certificate>
<certificate> ::= <good_certificate> | <nogood_certificate>
<good_certificate> ::= <lsp> GOOD <pnum> <base_implicant> <learned_constraint>

<first_resolvent> [<steps_list>] <rsp> EOL
<base_implicant> ::= <clause> | 0
<learned_costraint> ::= <pnum> <clause>
<first_resolvent> ::= 0 <clause> | <pnum> <clause>
<steps_list> ::= <step_list> <steps_list> | <step_list>
<step_list> ::= <literal> <pnum> 0
<nogood_certificate> ::= <lsp> NOGOOD <pnum> <learned_constraint>

<first_resolvent> <steps_list> <rsp> EOL
<end> ::= <lsp> END <formula_name> <rsp> EOL
<final_result> ::= s cnf <result>
<result> ::= 0 | 1
<text> ::= {A sequence of non-special ASCII characters}
<literal> ::= {A 32-bit signed integer different from 0}
<pnum> ::= {A 32-bit signed integer greater than 0}

Fig. 5. BNF of the input format of ChEQ. EOL and EOF represent end-of-line and end-of-file markers, respectively. [〈expr〉]
denotes an optional expression.

e 4 5 0 0 0
-5 -4 -3 1 0
5 -4 1 0
5 2 -1 0
4 3 -1 0
-5 -4 0 ]

[GOOD 6 -4 -1 0 6 -1 0 0 -1 0 ]
[GOOD 0 -5 4 2 1 0 0 0 0 1 0 6 1 0 ]
[END true_formula.qdimacs ]
s cnf 1

On the other hand, the certificate in the follow-
ing is the one produced by QuBE-cert when it
receives false formula.qdimacs as input:

[BEGIN false_formula.qdimacs ]
[FORMULA 6 7 a 1 0 e 2 0 a 3 0
e 4 5 0 0 0
4 3 1 0
-5 -4 -3 1 0
5 -4 1 0
5 2 -1 0
-4 3 -1 0
-5 -2 -3 -1 0
-5 -4 0 ]

[NOGOOD 8 8 -4 1 0 3 5 -4 1 0 7 5 0 ]
[NOGOOD 0 0 0 1 4 3 1 0 8 4 0 ]
[END false_formula.qdimacs ]
s cnf 0

ebddres/tracecheck The certificate returned
by ebddres is composed by both clauses and
chains, where clauses are the original clauses of the
input formula, and chains are the parts of the proof
which are regular input resolution proofs. Chains
are represented by the list of their antecedents to-
gether with the resolvent. The certificate returned
by ebddres, given false formula.qdimacs as in-
put formula is listed in the following:

1 1 2 0 0
2 -1 2 0 0
3 1 -2 0 0
4 -1 -2 0 0

5 1 0 3 1 0
6 0 4 2 5 0

Considering the certificate above, the first de-
rived clause with index 5 is the unary clause which
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consists of the literal 1 alone. It is obtained by re-
solving the original clause 3 against the original
clause 1. A chain for the last derived clause, which
is the empty clause, can be obtained by resolving
the antecendents 4, 2 and 5, first 4 with 2 to obtain
the intermediate resolvent consisting of the literal
-1 alone, which in turn can be resolved with clause
5 to obtain the empty clause.

sKizzo/ozziKs The certificates returned by
sKizzo are composed by a preamble, and a num-
bered sequence of chronologically dumped records,
each one containing informations about one infer-
ence step. The last record for a true instance is al-
ways “END” if the certification is finished in a suc-
cessfully way. Considering true formula.qdimacs
as input formula for sKizzo, the certificate re-
turned is:

# sKizzo log file, 1.3
# created on ...
# formula:
"true_formula.qdimacs"

# dump format: text
# vars: (6,2)
# universals: 1 3
# int/ext mapping:
1 2 3 4 5

#1: G_ASSIGN [0]
2
[...]
#3: G_RES [28]
5 1 2
3 1 -4 5
2 -4 -5
4 1 -3 -4 -5

#4: G_RES [56]
4 1 2
3 -1 3 4
3 1 -3 -4
2 1 -4
[...]
#6: END [39]
outcome: TRUE
time: 0

In our example:

#1 A record reporting about a “ground” variable
assignment (by unit or pure literal).

#3, #4 Two grounds variable elimination step via
clause resolution (QRES).

We refer to the manual of ozziKs (http://
skizzo.info) for further details.

squolem/qbv The certificate is composed by a
model or a clause resolution trace. As reported
in [23], the verification algorithm executes appli-
cations of Squolem extension rules and clause res-
olutions, as listed in the certificate. The last state-
ment in a certificate is a conclusion line that either
provides the index of an empty clause (for refuta-
tions), or a list of equivalences of variables for a
model. Every clause are checked separately against
the model.

In the following, we report the certificate re-
turned by squolem giving as input formula
true formula.qdimacs

QBCertificate
E 6 A -1 4 0
E 7 A 1 -2 0
E 8 I 6 6 7
E 9 A 1 -3 0
E 10 A 0
CONCLUDE VALID 2 10 4 9 5 8

and false formula.qdimacs

QBCertificate
8 -1 5 0 7 3 0
10 0 1 8 0
CONCLUDE INVALID 10

yQuaffle/qbd The solver yQuaffle is able
to produce a certificate giving as input the QBF
true formula.qdimacs:

SAT: +3 -4 +5
[...]
SAT: +1 +2 +4 -5
[...]
SAT: -1 -4
[...]

and another certificate receiving false formula.qdimacs:

SAT: +4 -2 +5 -1
[...]
SAT: +3 -1 -5
[...]
CLR: 10 0 7 3 OMT: -1
[...]
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When a new conflict clause (cube) is generated,
the IDs of all the clauses (cubes) involved in gen-
erating the new clause by iterative resolutions are
recorded. For example, line CLR: 10 0 7 3 will be
added into the trace if clause 10 is built.

When a satisfying assignment is reached, the
partial assignment that satisfies all the original
clauses is recorded. For instance, if the solver find
that the assignment

x4 = 1, x2 = 0, x5 = 1, x1 = 0

can satisfy all original clauses, a line SAT: +4 -
2 +5 -1 is added to the trace. The last satisfy-
ing assignment/conflict clause (cube) that leads
to resolve an empty clause (cube) is recorded.
Along with that, all the variable assigned without
branches are recorded with corresponding values
and the literals of their corresponding antecedent
clauses and cubes. The final clause (cube) may be
empty.


